1 - LECTURE MAP

» Notebook

Lecture 1 at a glance: five parts, twenty-two sections

Part 1 - Bayes' rule for a neural
network

1.1 Bayes' rule »

1.2 A tiny network and its prior »
1.3 Likelihood and training »

1.4 The evidence is intractable »
1.5 Approximating the posterior »

Part 2 - How far apart are two
distributions?
2.1 Surprise »

2.2 Entropy: average surprise »
2.3 Codes: entropy in bits »
2.4 Cross-entropy and KL »

2.5 KL at work »

2.5.1 Classification »
2.5.2 Knowledge distillation »

2.6 Closed forms and PyTorch »
2.7 KL by sampling »

Part 3 - Find the closest q
3.1 Search a grid »
3.2 Gradient descent »

3.3 Covariance in 2-D »

3.4 Mixtures: no formula »

3.5 The reparameterisation trick »
3.6 Which direction of KL? »

Part 4 - Back to Bayes: the ELBO
4.1 Deriving the ELBO »
4.2 Checking it on a coin »

Part 5 - Implement it
5.1 VI for the tiny network »
5.2 Wrap-up »

Five parts, twenty-two numbered sections. The notebook uses the same numbers: the P Notebook

link at the top right of every slide opens its section in Colab.
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1 - PART 1 - BAYES' RULE FOR A NEURAL NETWORK » Notebook

[ J
Part 1 - Bayes' rule for a neural network
2 - Distance and KL 3 - Find the closest g 4 - Back to Bayes 5 Implement it

prior: networks before the data likelihood: the data posterior: networks that fit
\ .
— X o =
— - X
1.1 Bayes'rule » 1.2 Atiny network and its prior »
1.3 Likelihood and training » 1.4 The evidence is intractable »

1.5 Approximating the posterior »

Part 1 asks what Bayes’ rule says about a neural network’s weights: start from a prior over networks,
keep the ones that fit the data. The catch is one number, the evidence.

2/152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-1-1
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-1-2
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-1-3
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-1-4
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-1-5
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=part-1

1 - PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.1 BAYES' RULE » Notebook 1.1

Bayes' rule: update what you believe, using data

p(B | A)p(A)
p(B)

likelihood prior
~ =

4y PBIA) p(A

> p(B)
posterior SN~

evidence

p(A| B) =

Four names for the whole lecture: posterior, likelihood, prior and evidence.
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1 - PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.1 BAYES' RULE » Notebook 1.1

In machine learning, the unknown is the parameters

p(D | 0)p(6
01D~ P 10)p(6)
p(D)
Usual training Bayesian learning
keeps one 6: the best fit to the data D. keeps every 6, weighted by p(6 | D).

Usual training keeps one 6. The Bayesian answer keeps a whole distribution over 6.
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1 - PART 1 - BAYES’' RULE FOR A NEURAL NETWORK - 1.2 ATINY NETWORK AND ITS PRIOR » Notebook 1.2

A tiny network: one input, two hidden units, one output

fo(x) = vy tanh(wiz + by)
+ vg tanh(wsex + by) + ¢

0 = (w17w27 bl,bz,’U]_,’Uz,C) S R7

Seven unknown numbers: four weights and
three biases.

Every weight and bias is unknown, so 0 is seven numbers.
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1 - PART 1 - BAYES’' RULE FOR A NEURAL NETWORK - 1.2 ATINY NETWORK AND ITS PRIOR » Notebook 1.2

A prior on every parameter

7
0; ~N(0,1), j=1,...,7 p(6) = [ [NV(6;; 0, 1)
j=1
Wi W3 b, b, Vq Vo (o
0.79 1.39 -0.15 -0.02 0.28 -1.10 -1.03
) l ) o) ) ) )
-2 0 2 -2 0 2 -2 0 2 -2 0 2 -2 0 2 -2 0 2 -2 0 2

One draw from the prior is seven numbers, one from each bell: a single point 6 in R,
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1 - PART 1 - BAYES’' RULE FOR A NEURAL NETWORK - 1.2 ATINY NETWORK AND ITS PRIOR » Notebook 1.2

One draw of 0 is one whole function

f(x) for each draw

4
W, W, b, b, 2 Vo C

2
et 0.79 1.39 -0.15 -0.02 0.28 -1.10 —1.03 ,
612 -1.07 -1.40 0.04 0.78 0.45 -1.93 0.77 >
ek ~-1.06 0.20 -0.63 0.22 0.48 —-0.56 1.66 2

—2 —1 0 1 2

Each row, put through the network, is one curve. X

Every point of R” is a whole function. Drawing 6 from the prior draws functions.
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1 - PART 1 - BAYES’' RULE FOR A NEURAL NETWORK - 1.2 ATINY NETWORK AND ITS PRIOR » Notebook 1.2

Twenty draws, and the prior predictive

20 draws, and the prior predictive: mean * 2 sd draw 1 of 20: 61 e R”
4 0

W, ] 0.79

2 " — 1.39
0 == b, 0 -0.15
— b | ~0.02

2 Vi O 0.28
—4 V2 I -1.10
—2 —1 0 1 2 c S -1.03

X Hover over a line, or step through the draws.

Average over every B and add the 0.1 noise: the prior predictive, p(y | x) = | p(y | x, 8) p(8) d6. What
the model expects before any data.
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1 - PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.3 LIKELIHOOD AND TRAINING » Notebook 1.3

The data, and how well one 0 explains them

17 training points (x, y)

2 Yi | 5,0 ~ N(fe(:l?z), 0.12)

o0 10) = T[ V(s (e, 0.1

The likelihood of 6 multiplies all seventeen densities: how well this one 6 explains the whole
dataset.

9/152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-1-3

1 - PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.3 LIKELIHOOD AND TRAINING » Notebook 1.3

Finding a good ©: train the network

04 = argmax |logp(D | 0) + log p(9)

0
the network during training loss 14.3 - grey: the other nine starts
10,000
2
® 1,000
0
100
—2
10 g
-2 —1 0 1 2 0 1000 2000
X step

From a random start, gradient descent bends the curve onto the data. Ten starts finish at slightly
different losses; the best finish is O4.
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1 - PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.3 LIKELIHOOD AND TRAINING » Notebook 1.3

Meet 0,: the network with its trained numbers

the network with GA, and the data

2
[ )
[
0
2
-2 -1 0 1 2

With these numbers the network’s curve follows the data. Next, score 6, with the likelihood and the
prior.
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1 - PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.3 LIKELIHOOD AND TRAINING » Notebook 1.3

The likelihood of 0 ,5: formula, then value

17
p(D | 64) = | [N (5 fouls), 0.1%)
i=1

2 17

logp(D | 04) = — fou( acz — —log (27r 0.1 )

2012

logp(D | 04) = 12.17

Putin B4's curve and the seventeen points: log p(D | 64) = 12.17.
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1 - PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.3 LIKELIHOOD AND TRAINING » Notebook 1.3

The prior of 04, then the evidence

7
p(84) = | [NV (8;; 0, 1)
j=1
1 « 7
logp(64) = ~5 2032 ~ 5 log 2w = —9.41
j=1

p(D) = / p(D | 6)p(6)d6 = ?

The third term, the evidence, is not about B,: it needs every 6 at once.
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1 - PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.3 LIKELIHOOD AND TRAINING » Notebook 1.3

Two settings of O, side by side

— network with 6, — network with 6,
5 04 0, a prior draw
2 log p(D | 6) 122  —2,157.5
O log p(0) -9.4 =99
=2 sum of thetwo 2.8 -2167.4
-2 —1 0 1 2

Their priors are similar; their likelihoods differ by over 2,000 nats. A ratio of two posteriors does not
even need p(D).
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1. PART 1 - BAYES’' RULE FOR A NEURAL NETWORK - 1.4 THE EVIDENCE IS INTRACTABLE » Notebook 1.4

The evidence is an area: add up thin rectangles

o(D | we) plwa), the other six fixed at 8, Suppose only ws were unknown, with the

other six numbers fixed at Bx:

/ p(D) = / p(D | ws) plws) dws

// \
/ 20
3 d_‘;: 5 ¥T1_5 > ~ ZP(D | wa i) P(war) Aw
W2 k=1

Chop the area into thin rectangles and add them up. Twenty rectangles already match a much finer
grid to three decimals.
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1. PART 1 - BAYES’' RULE FOR A NEURAL NETWORK - 1.4 THE EVIDENCE IS INTRACTABLE » Notebook 1.4

Intractable: why the rectangles do not scale

7 oilme 100 pelis d unknowns: 100 x 100 x == x 100 = 1009 points
unknowns grid points at 10° a second
3 unknowns
____________________ 1 100 instant
3 1003 = 10° a millisecond
7 (our network) 100" =10" ~ 28 hours
100 x 100 = 10* 100 x 100 x 100 = 10° 108 (a real one) 102.000,000 never

Our seven: 1007 = 10", about 28 hours at a billion a second. A real network: 102'000'000, never. That
is what intractable means.
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1. PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.5 APPROXIMATING THE POSTERIOR » Notebook 1.5

What we want in the end: predictions with error bars

— mean = 2 sd, and 20 posterior draws
2 Py |,D) = [ oy |2,6)
" * x p(0 | D) db

Average every network’s prediction,

weighted by the posterior. The band
—2 —1 0 1 2 widens where there are no data.

Here it comes from a long MCMC run, used only as a reference. The band widens beyond the data
and in the gap.
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1. PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.5 APPROXIMATING THE POSTERIOR » Notebook 1.5

The core problem of probabilistic machine learning

intractable

How do we compute, or approximate, the posterior p(0 | D)?

Bayesian neural networks, VAEs, mixture models and topic models all meet this same question.

So the central question of probabilistic machine learning: how do we compute, or approximate, the
posterior?
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1. PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.5 APPROXIMATING THE POSTERIOR » Notebook 1.5

Three ways to approximate the posterior; we take the third

Laplace MCMC Variational inference

—4 0 4
1 climb to the highest peak, Bpjap- 2 A walker proposes random steps. Choose a family, then tune its knobs
measure how sharply log p bends Uphill: always move; downhill: move to make KL(g Il p) small. One
there. 3 the Gaussian with that peak ~ with probability p(6")/p(8), so the Gaussian (dashed) must stretch
and that bend: N(=2.0, 1.02). It never evidence cancels. Its visits follow the  across both bumps; a mixture of two
sees the second bump. target: mean —0.80, true —0.80. (solid) matches them.

Variational inference: choose a family, then find its member closest to the posterior by optimisation.
The family need not be Gaussian. The rest of the lecture develops this one.

197152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=cell-three-ways

1. PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.5 APPROXIMATING THE POSTERIOR » Notebook 1.5

Variational inference: choose q, make it close to the posterior

\

( the posterior p(6 | D) ( qw(e): a distribution we control

tune w to make g

<
as close as possible /\

what we need: predictions, error bars its knobs: @ = (y, 0); B ~ g is easy to draw
but p(D) is intractable: we cannot compute it also called the guide (in Pyro)
\ y \ J
p(y* | 2%, D) = /p(y* | x*,0) p(6 | D) db needs the posterior
1 S
~ * *
~ g Zp(y | 2*,65), 65~ qy(0) needsonly gy

s=1

Then use qy, wherever the posterior was needed. For predictions: draw networks from g, and

average their outputs.
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook
Why “variational”? Optimising over functions

calculus: the best number calculus of variations: the best function

other functions: longer

-
——— -_——
- -~
- -~
- ~o
- ~

- shortest path: a straight line Te~oL
x* minimises f(x) .‘~~\ /,/.
‘. ______________________
0

VI: ¢" =argmin KL(q|/p(6 | D)) over distributions ¢: functions
q

in practice: * = arg Hipin KL (q¢ | p(6 | D)) over the knobs 1: numbers

| How does VI turn a search over functions into one over numbers?
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

The vocabulary of variational inference

term what it means here

variational distribution, approximate posterior,

guide (Pyro) gy (0): the distribution we use in place of the posterior

¥: q's knobs, such as means and widths. Not the model’s

variational parameters
parameters 6

o , the set of all g we allow: one Gaussian, a mixture, a
variational family

normalising flow

g splits into one independent factor per parameter (Section

mean-field 1.5.3, Part 5)

ELBO, or minus the variational free energy the objective we maximise (Part 4)

a network predicts y for each data point: the encoder of a

' VI
amortised VAE (Lecture 2)

Which parameters does VI train: 6 or w?
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1. PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.5 APPROXIMATING THE POSTERIOR » Notebook 1.5

The family is our choice: one Gaussian, or a mixture of two

family: one Gaussian family: mixtures of two Gaussians
teal: the target p purple: the closest q teal: the target p purple: the closest q
—4 =7 0 2 4 —4 =7 0 2 4
0 S

With a mixture of two Gaussians, the closest g matches both bumps. A richer family fits better, at the
price of more knobs w.
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1. PART 1 - BAYES' RULE FOR A NEURAL NETWORK - 1.5 APPROXIMATING THE POSTERIOR » Notebook 1.5

Our q for the network: one Gaussian per parameter

7

aw(0) = | [N 15, 07), = (-1, 01,5 0%)

7=

W4 W2 b1 bz V4 Vo

Y* = arg Irtpln distance(gy(6), p(6 | D))

Tune w until g is as close as possible to the posterior. Two questions: what is “close”, and how do we
tune without the posterior?
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? » Notebook

Part 2 - How far apart are two distributions?
1 - Bayes for a network 3 - Find the closest q 4 - Back to Bayes 5 Implement it

how far apart are p and g? one number the road through Part 2

q C surprise )—( entropy )—( codes, in bits )
P ( KL at work )—C KL: extra bits )—C cross-entropy )

2.1 Surprise » 2.2 Entropy: average surprise »
2.3 Codes: entropy in bits » 2.4 Cross-entropy and KL »
2.5 KLatwork » 2.6 Closed forms and PyTorch »

2.7 KL by sampling »

Part 2 builds one number for how far apart two distributions are, from surprise, entropy and codes:
the KL divergence.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.1 SURPRISE » Notebook 2.1

For now, pretend we know the posterior

p(0| D) = N(1, 4°)

— p(6 | D), pretend — q(©), our choice
A stand-in for the real posterior: known, one-
dimensional, one bump.
_ 2
q(0) = N(p, o°)
Our approximation: we choose p and o. Shown: p =
0,o0=2.
-10 -5 0 5 10

s  How far apartare p and gq? We need one
number, so that we can make it small.

How far apart are p and g? We need one number, and we will build it from scratch, starting from
surprise.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.1 SURPRISE » Notebook 2.1

How surprised would you be? A forecast of 90% sun

The forecast for tomorrow: sun with
/11 probability 0.9, rain with probability 0.1.

If it rains you are surprised; if the sun
shines, hardly at all. Rare outcomes carry
more surprise.

p=0.1
) Surprise is information: the outcome you did not expect
sunny rainy tells you the most.

Rain would surprise you; sun would not. We want a number for surprise: big for rare outcomes,
small for common ones.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube)
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.1 SURPRISE » Notebook 2.1

What should surprise be? Three requirements

I(1)=0
a certain outcome is no surprise candidate I(1)= rarer, days add: I(2-0.1) vs
0 more 1(2) + 1(0.1)
= I
pi (p)T 1—0p 4 4 X0.95vs 1.4
rarer means more surprising 1 X1 y X 20 vs 12
p VS
I(p1p2):I(p1)—|—I(p2) log,, L v v V432 =1+332
> : .

two independent days: probabilities
multiply, surprises add

The logarithm passes all three: log 1/(p4p2) = log 1/p; + log 1/p,. Only the log turns products into
sums. So surprise is I(x) = log 1/p(x).

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube) 28/ 152
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.1 SURPRISE

Five days: probabilities multiply, surprises add

p=09 x
0.152 bits +

p=09 x
0.152 bits +

p=0.9
0.152 bits

p=0.9
0.152 bits

X

+

X

+

p=0.9
0.152 bits

/111

p=0.1
3.32 bits

X

+

X

+

p=0.9
0.152 bits

p=0.9
0.152 bits

X

+

X

+

p=0.9
0.152 bits

p=0.9
0.152 bits

= 0.590
= 0.76 bits

= 0.0656
= 3.93 bits

» Notebook 2.1

probabilities multiply
surprises add: log, 1/0.590 = 0.76

probabilities multiply
surprises add: log, 1/0.0656 = 3.93

Make one day rainy: the probability drops to 0.066 and the surprise jumps to 3.93 bits. The single
rainy day carries most of it.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube)
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.1 SURPRISE » Notebook 2.1

Surprise in bits: I(x) = log, 1/p(x)

surprise, bits

7 p(x) = 0.10

6

> surprise = log, 1/p = 3.32 bits
4

; ®. 3bits =1In 1/p = 2.30 nats

5 : \ 2 bits

1 i \ 1 bit a rare outcome: a real Surprise

OO : e OE Tk 1Ob|ts one bit = the surprise of a fair coin flip

probability p(x)

Base 2 gives bits; the natural log gives nats; 1 nat = 1.44 bits.

One bit is the surprise of a fair coin flip: one yes/no answer you could not guess. Information theory
counts in bits, PyTorch in nats.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.2 ENTROPY: AVERAGE SURPRISE » Notebook 2.2

Entropy: how surprised are you, on average?

sunny: log, oi = 0.15 bits
111 . ] :
rainy: log, ;57 = 3.32 bits
H = 0.9(0.15) + 0.1 (3.32) = 0.47 bits
p=0.1 1 .
surpriz:nOn.zIS bits surprisrzlg?;Z bits Zp ]-ng ) — ]EwNp |:10g2 p(x)]

That weighted average of surprise is the entropy: the surprise you expect from one draw.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube) 31/152
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.2 ENTROPY: AVERAGE SURPRISE » Notebook 2.2

Why an expectation? It is the average over many days

days drawn from the forecast (latest 30), with their surprise average so far: 0.421 bits

1.5

11 11
0.15 015 0.15 332 0.15 0.5 332 0.15 0.15 0.15

111 111 111

0.15 0.15 0.15 332 332 0.15 0.15 3.32 0.15 0.15 H = 0.469 bits
05 b e e oo 22220
o
o o ’\rllw—M
0.15 0.15 332 015 332 0.15 0.15 0.15 0.15 0.15 0
1,000 days 1 10 100 1,000 10,000

days (log scale)

Let days go by, each with its surprise: 0.15 bits if sunny, 3.32 if rainy. The running average settles on
0.47 bits. An expectation is a long-run average.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.2 ENTROPY: AVERAGE SURPRISE » Notebook 2.2

From certain to fully uncertain: between 0 and 1 bit

entropy, bits

/111 1
0.900 H = average surprise
=0.900 x 0.15+ 0.100 x 3.32
. 0.5 °
= 0.469 bits
0.100
O
surprise 0.15 bits surprise 3.32 bits 0
0 0.5 1
P(sunny)

Drag the chance of sun. A 50/50 forecast carries 1 bit, the most two outcomes can; 87.5/12.5 carries
0.54: a certain forecast, O.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube) 33/152
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.2 ENTROPY: AVERAGE SURPRISE » Notebook 2.2

Three kinds of weather: 1.5 bits

1

— our town, b weather D log, 5
sunny Vo 1 bit

/2 cloudy Va 2 bits

Va Va

- - rainy Va 2 bits

" H = %(1) + %(2) + %(2) = 1.5 bits

Average surprise: Y2(1) + Ya(2) + Y4(2) = 1.5 bits per day.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube)
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.2 ENTROPY: AVERAGE SURPRISE » Notebook 2.2

Entropy counts yes/no questions

( 's it sunny? ) Guess today’s weather with yes/no
questions, asking about the likeliest first.
( Is it cloudy? ) 2(1) + 2(2) + 1(2) = 1.5 questions
no = 1

Write each answer as a bit, yes = 0 and no

= 1:sunny is 0, cloudy 10, rainy 11. That is

111

1 question - V2 2 questions - ¥ 2 questions - Y4 a code.

Each answer is one bit. Writing the answers down gives a code for the weather: Section 2.3.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.3 CODES: ENTROPY IN BITS

Way 2: send the weather, in bits

» Notebook 2.3

a ) a4 )
weather station receiver
140 >
/111
bits on the wire: each one costs
today: cloudy reads: cloudy
- J “ J
sunny cloudy rainy
how often, p V2 Va Va
Sunny on half the days, cloudy on a quarter, rainy on a quarter: p = (2, ¥4, Ya).
Coding story after Aurélien Géron, "A Short Introduction to Entropy, Cross-Entropy and KL-Divergence” (YouTube) 36/152
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.3 CODES: ENTROPY IN BITS » Notebook 2.3

A code: a string of bits for each kind of day

weather p uniform code bits The simplest code gives every kind of
sunny % 00 > day the same length: 2 bits.

Fair, but wasteful: half the days are
cloudy Va 01 2

sunny, yet a sunny day costs as much
rainy Va 10 2 as a rare one.

Wasteful: common days cost as much as rare ones. Could common days get shorter strings?

Coding story after Aurélien Géron, "A Short Introduction to Entropy, Cross-Entropy and KL-Divergence” (YouTube) 37 /152
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.3 CODES: ENTROPY IN BITS

Prefix codes: the bits split up without separators

prefix code: sunny 0 - cloudy 10 - rainy 11

0 110 11 0 110
| | | | | | | | | |
sunny cloudy rainy sunny cloudy

not a prefix code: sunny O - cloudy 01 - rainy 1

0

1

Break that rule, say 0, 01 and 1, and “01” could mean cloudy, or sunny then rainy. A prefix code

= sunny, then rainy?

or cloudy?

avoids the confusion.

— the receiver reads left to right; each day is unambiguous

0 is the start of 01, so the receiver cannot tell.

Coding story after Aurélien Géron, "A Short Introduction to Entropy, Cross-Entropy and KL-Divergence” (YouTube)

» Notebook 2.3
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.3 CODES: ENTROPY IN BITS » Notebook 2.3

Huffman'’s recipe: merge the two rarest, repeat

Huffman (1952) builds the best prefix
code from the probabilities:

1. Merge the two least likely outcomes
into one node.

2. Repeat until one node is left.
[ o ] [ cloudy Y ] [ rai,n’;% ] 3. Read each codeword off its path: left O,

Read the codes off the tree: sunny 0, cloudy 10, rainy 11. The question game'’s code.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.3 CODES: ENTROPY IN BITS » Notebook 2.3

Each codeword is exactly as long as its surprise

weather D code length surprise
sunny Vo 0 1 1 bit
cloudy Va 10 2 2 bits
rainy Va 11 2 2 bits

average length = (1) + ;(2) + 3(2) = 1.5 bits = H(p)

Shannon (1948): no code averages fewer than H(p) bits. Huffman reaches it when every probability is a power of %,
and comes within 1 bit otherwise.

So the average message length is the average surprise, the entropy: 1.5 bits per day instead of 2.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.4 CROSS-ENTROPY AND KL » Notebook 2.4

Another town: weather g, and the best code for it

— their weather, q weather q Huffman code length: log, 1/q
sunny Va 10 2
” cloudy o 11 2

Y Va . rainy 20 1
L L

H(q)=7-2+ -2+ 3-1=15Dbits

111

In their own town this code is perfect: it averages H(q) = 1.5 bits a day, the entropy of g. Each length
is log, 1/qg, the surprise under q.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube) 41/152
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.4 CROSS-ENTROPY AND KL » Notebook 2.4

Their code, our weather: a code that expects q

how often their its length: log,
weather
here: p code 1/q
— our weather, p — their weather, g sunny A 10 2
cloudy Va 11 2
rainy Va 0 1

Va Vo o Va Va

111

Z.

The code expects q: its lengths are right only if
days arrive with g's frequencies. Ours arrive with
p's, so our common sunny days get a long
codeword.

“The code expects " means it was built for days that follow g. Here sunny, half of our days, costs 2
bits instead of 1.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube)
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.4 CROSS-ENTROPY AND KL » Notebook 2.4

Cross-entropy: the average cost when the code expects g

weather how often: p(x) bits paid: log, 1/q(x) contribution

sunny Vo 2 Vo x 2=

cloudy Va 2 Vax2="Y

rainy Va 1 Vax1="Ya

average per day 1.75 bits
Zp log, —— —§.2+i-2+i.1:1.75bits

(z)

H(p,p) =H(p)=5-1+7-2+ 7 -2=15bits

With our own code, g = p, the same formula gives the entropy, 1.5 bits. Their code costs 0.25 bits
more per day.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube)
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.4 CROSS-ENTROPY AND KL » Notebook 2.4

Watch it happen: our weather through both codes

the latest days, and the bits each code sends bits per day so far

111 111 111 111

codeforp 11 11 11 0 0 0 11 10
code for g 0 0 0 10 10 10 0 11

1,000 days sent
code for p: 1,540 bits, 1.540 per day
code for g: 1,733 bits, 1.733 per day

wasted: 0.193 bits per day 1 10 100 1,030 ! 10,0|OO)
ays (log scale

Send days of our weather through both codes. With 10, 100, 1,000 days the right code settles at 1.5
bits per day and the wrong one at 1.75: 0.25 bits per day wasted.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.4 CROSS-ENTROPY AND KL » Notebook 2.4

KL divergence: the extra bits we waste

weather how often: p their code: log, 1/q our code: log, 1/p extra bits
sunny Yo 2 1 +1
cloudy Va 2 2 0
rainy Ya 1 2 =1
average 1.75 1.5 +0.25
KL(p| q) = H(p,q) — H(p) —1.75 — 1.5
1 1
= p(a:)(log —— —log —) = 2(+1) + 1(0) + 3(—1)
2 v log gy ~loma gy) - =300+
= Zp(m) log, ZLl’; = 0.25 bits per day
qlx

A difference of logs is the log of a ratio: KL(p I g) = 2 p log p/q. Inside, p/g compares the two
beliefs on each day; outside, p says how often that day comes.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube)
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.4 CROSS-ENTROPY AND KL » Notebook 2.4

Never negative, and zero only for the right code

H(p,q) 2 H(p) = KL(pllqg) = 0
No code averages fewer than H(p) bits, so a code built for g can only waste bits.
KL(pllg) =0 <= q=p

Single terms can be negative, as rainy’s was; the weighted total cannot. An optional slide proves KL = 0 for any
distributions.

And it is zero only when the belief matches the truth.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.4 CROSS-ENTROPY AND KL » Notebook 2.4

Reading KL(p Il ): data from the left, code from the right

p(z)

KL(p H Q) — Z p\(fz 10g2 Q(CB)
T how often: the data SN~

the code, or model

left: p right: q
its role the reference: where the data come from the model: the code we use
in the sum supplies the weights supplies the lengths
our weather our weather their code

Read KL(p Il g) as data from p, coded with q. In Section 2.5 the left slot holds the truth (a
label, a teacher) and the right slot the model.

So read KL(p Il g) as: data from p, coded with g. The reference on the left, the model on the right.
Swap them and you ask a different question.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.4 CROSS-ENTROPY AND KL

Which one is the truth? KL is not symmetric

— our weather,p = asunny town, q
0.98

” ” KL(pllq)

KL(q||p)

171

our weather, their code:

-ﬂ -ﬂ their weather, our code:

» Notebook 2.4

bits wasted per
day

1.84

0.86

Swap the roles: our code on their weather wastes only 0.86 bits a day, KL(gllp). The truth supplies

the weights, so swapping changes the answer.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube)
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.5 KL AT WORK » Notebook 2.5

KL at work: one recipe, two applications

Two losses you may know separately are one idea. Each goes through the same five steps:

2.5.1 Classification 2.5.2 Knowledge distillation
(@ the problem label an image shrink a big model
@ data, model images; a classifier inputs; a teacher and a student
3 usual loss cross-entropy cross-entropy with soft labels
@ as KL KL(label Il prediction) KL(teacher Il student)
® check PyTorch’s loss = KL the student copies the teacher

Two applications, one recipe: state the problem, name the data and the model, write down the loss
people use, rewrite it as a KL, and check with numbers.
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1. PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.5 KL AT WORK - 2.5.1 CLASSIFICATION » Notebook 2.5.1

2.5.1 Classification: the plan

step in this application
@D the problem Given an image, say what is in it: ape, bear, cat or dog,.

Images with their true labels. A network with a softmax outputs a distribution g over the
four labels.

@ data and model
@ the usual loss Cross-entropy: the loss you have used to train every classifier.

@ the same loss as

KL A one-hot label has no surprise, so cross-entropy = KL(label Il prediction).

® check PyTorch’s loss for our catis 0.511 nats, the KL; plotted, it is the surprise curve of 2.1.

The first application, in five steps. You have trained classifiers before; now see which KL their loss is.

50/ 152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-2-5-1

1. PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.5 KL AT WORK - 2.5.1 CLASSIFICATION » Notebook 2.5.1

M@ A classifier outputs a distribution

prediction q label p (one-hot)
4 D
ape '0.05 ape |0.00
I C|aS§tiﬁer ; bear '0.05 bear l0.00
+ softmax
cat (N o< cat [ o0
\ / dog -0.30 dog |0.00

an image of a cat

The true label is a distribution too: all of its probability on cat. Call it p.

Story after Jia-Bin Huang, “Fantastic KL Divergence and How to (Actually) Compute It” (YouTube) 51/152
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1. PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.5 KL AT WORK - 2.5.1 CLASSIFICATION » Notebook 2.5.1

@ The usual loss: surprise at the true label

H(p,q) = 3 p(y) log ——

- q(y)

:O-logo.—]t)k,)+O-10gﬁ+1-log%+O-log0—%3

= —log g(cat) = 0.51 nats = 0.74 bits

What is left is —=log g(cat): the model’s surprise at the true label. That is the loss you have been
minimising all along.
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. PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.5 KL AT WORK - 2.5.1 CLASSIFICATION » Notebook 2.5.1

@ As KL: with a one-hot label, cross-entropy = KL

KL(label || prediction) = H(p, q) — H(p)
1
H(p)=1-log? +0+0+0=0
A one-hot label is certain, so it has no surprise (0 - log 1/0 counts as 0).
[ F.cross_entropy(logits, target) # 0.511 nats: here equal to KL(p Il q)

Why label Il prediction? The label is the reference: the data come from it, so it goes on the left. The prediction is the
model, on the right. Swapped, KL(prediction Il label) would need log g/0 for every wrong class: infinite.

Why this order? Data from the left, code from the right: the label generates the data, the prediction
encodes it. The other order divides by the label’s zeros.
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1. PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.5 KL AT WORK - 2.5.1 CLASSIFICATION » Notebook 2.5.1

® Check: the loss is the surprise curve

loss = —In g(true class), nats
5, 4.61
. The loss is =In g(true class): the surprise
L\ 300 curve of Section 2.1, in nats.

@
, \ Confident and wrong is expensive:
S q(true) = 0.01 costs 4.6 nats; g(true) =
1 \ 0.51
— 0.11 0.6 costs 0.51.

0 — 0—o

0 0.25 0.5 0.75 1

probability given to the true class

Training pushes g(true) up the curve towards 1. Being confidently wrong is punished hardest.
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2.5.2 Knowledge distillation: the plan

step in this application

A big, accurate network is too slow and costly to deploy. We want a small network that
(@ the problem g, CCHTS U PioY

behaves like it.

Inputs, labelled or not, go to both networks. The teacher is frozen:; only the student is
2 data and model P 9 y

trained.

Cross-entropy, with the teacher’s probabilities as soft labels in place of the one-hot

3 the usual loss
label.

@ the same loss as Cross-entropy = H(teacher) + KL(teacher Il student); the teacher is fixed, so this
KL minimises the KL.

For our cat 0.77 = 0.72 + 0.05 nats; a 27-parameter student learns a 4,547-parameter
teacher.

® check

The third application: compressing a big model into a small one. The same five steps; now the
“truth” is the teacher.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.5 KL AT WORK - 2.5.2 KNOWLEDGE DISTILLATION » Notebook 2.5.2

(D The problem: a big teacher, a small student

(" ) teacher’s p(y | x)
ape I 0.02
bear l0.03

L D cat .

teacher: big, accurate, slow dog . 0.20

(o}0)

- O
=)
@)

ARRBP
00000
00000
CEE,

student’s q(y | x)
o O

8 o o ape - 0.25
o O bear . 0.20

student: small, fast cat - 0.40

\,

\.

one image x

We want a small network, the student, that behaves like it. Give both the same image: the teacher
says cat 0.75, dog 0.20; the untrained student is vaguer.
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1. PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.5 KL AT WORK - 2.5.2 KNOWLEDGE DISTILLATION » Notebook 2.5.2

(2 The data and the model: same inputs, two networks

( 6 o o o teacher’s p(y | x)
O A OSA OO ape |0.02
o 8888 g bearl0.03
teacher: big, accurate, slow dog . 0.20

how far apart?

make these the same

student’s q(y | x)

) . ’ o 8 8 ape - 0.25 ‘
one Image X (0] l
o o . bear . 0.20 )
~ /
student: small, fast  ~~<_ cat - 0.40 !
~~~'dw@g_._O_ﬂ_S _________ ---

gradient: only the student learns

The model: the student, the only network we train; the teacher is frozen. We need a loss that
measures how far apart the two distributions are.
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@ The usual loss: cross-entropy with soft labels

one-hot label teacher, 7= 1 teacher softened, T = 4
ape |0.00 ape | 0.02 ape . 0.16

bear | 0.00 bear |0.03 bear . 0.17

cat I 1 00 cat [ o5 cat [ o39

dog |0.00 dog [ 020 dog [ o28

L =H(pr,qs) =— Y pr(y) loggs(y)

The classification loss of 2.5.1, with the teacher’s probabilities in place of the one-hot label. Their small values say “a
bit like a dog, not like an ape”: Hinton’s dark knowledge. A temperature T = 4 turns them up.

The loss is the cross-entropy H(pT, gg): the student’s surprise, weighted by the teacher’s
probabilities. The small ones say which mistakes are reasonable.
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@ The same loss as KL, term by term

H(pr,qs) = H(pr) +KL(pr| gs)

teacher only

teacher frozen = min H(pr,qs) <= min KL(pr || gs)

student student

L=(1-a)H(Yuue qs) + a7 KL(P;T) | qg))

In practice: p{™) = softmax(logits / T) softens both distributions, T2 keeps the gradient scale comparable, and @
blends in the true labels. Each term is averaged over the inputs.

In practice both distributions are softened with a temperature T, and a small term with the true
labels is added.

59/152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=cell-distill

1. PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.5 KL AT WORK - 2.5.2 KNOWLEDGE DISTILLATION » Notebook 2.5.1

(® Check with numbers: cross-entropy = entropy + KL

teacher’s soft label p student’s prediction q H(p7 q) — H(p) + KL (p H q) = 0.77
—— N———

ape |0.02 ape '0.05 0.72 0.05

bear | 0.0: bear o005 H(p) is fixed by the teacher, so lowering the

o ([ 075 cor [ 0«0 cross-entropy lowers the KL by exactly as

dog [l 020 dog ([ 030 much. The best the student can reach is 0.72

nats: a copy of the teacher.

Only the KL depends on the student, so lowering the cross-entropy lowers the KL by exactly as
much.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.5 KL AT WORK - 2.5.2 KNOWLEDGE DISTILLATION C’ Notebook 2-5-2>

(® Check: a tiny student learns a big teacher

teacher - 4,547 parameters student - 27 parameters - step 3000 KL(teacher Il student) = 0.009

°
0 1500 3000
training step

Test accuracy: teacher 84.6%, student 85.0%; the student agrees with the teacher on 97.0% of test points, with
168x fewer parameters.

Press play. The student’s map turns into the teacher’s, uncertain boundaries included, and
KL(teacher Il student) falls from 1.07 to 0.009 nats.
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One principle in many disguises

application the usual loss is the same as minimising the truth
2.5.1 classification cross-entropy KL(label Il prediction) the label
2.5.2 distillation cross-entropy with soft labels KL(teacher Il student) the teacher

Parts 3-5: variational inference minimises KL(q Il posterior), the same KL with the order

flipped: our g comes first.

KL turns up in many other places too: for example, when chatbots are fine-tuned with human feedback (RLHF), a KL
term keeps the model close to where it started.

Variational inference flips the order: g comes first, because we can sample from g but not from the
posterior. Section 3.6 shows what that changes.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

From sums to integrals

p(z)
q(z)

p(9)
1@ %

Probabilities become densities and the sum becomes an integral; the recipe is the same weighted average of log
ratios.

discrete: L(pl||q) = Z p(x log

continuous: KL(p||q) :/ (0) log

Nothing else changes. KL is never negative either; An optional slide proves it, by Jensen'’s
inequality.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

Bernoulli: a coin with P(x=1)=a

p = Bernoulli(0.8) q = Bernoulli(0.5)
p(z) =a*(1 —a)* 7, xz € {0,1}

p(l) — a, p(O) =1-a

0.8
l 0.5 0.5
0.2
L] . . Your turn: write KL(p || q) for p =
x=0 x =1 <=0 -

Bernoulli(a) and g = Bernoulli(b).

Your turn: put the PMF into 2 p(x) log p(x)/q(x). There are only two values of x.

64/ 152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-2-6
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KL between two Bernoullis, step by step

a=08b=0.5:

33
Liplg)= Y plz)log™ )
zc{0,1} (.’13)

p(1)log 22 4 p(0) 1og

q(1)

p(0)
q(0)

1—a

1-0

:a,log% + (1 —a)log

» Notebook 2.6

0.81log1.6 + 0.210og0.4 = 0.376 — 0.183 = 0.19

Fora=0.8andb=0.5:0.38-0.18 =0.19 nats.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

Categorical: K outcomes with probabilities n,, ..., ng

@ last year, g @ this year, p p(aj — k) = Tk, k = 1,..., K

50% 50%

40% 40% 7 > 0, Yoo =1

= I I =

Your turn: the same recipe, now with K terms.

Our grades: K= 3, with n =(0.4, 0.1, 0.5) this
year and p = (0.1, 0.4, 0.5) last year.

Your turn: write KL(p || q) for p =
Categorical(n) and g = Categorical(p).
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

KL between two categoricals, step by step

K
p(k)
KL(p| q) = > p(k)log - 0 Zwklog—
k=1

1l—a

1-5b

K =2: 7'(':(611,]-_0')7p:(ba]-_b):>a’10gg

7 + (1 —a)log

grades: 0.41log4 + 0.1 log i + 0.5log1 = 0.42

For the grades: 0.42 nats, the number we built by hand in Way 1.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

The Gaussian: a bell with mean p and width o

— p - fixed target — Q1 ) )
: 2y _ 1 —(0—p)7/(207)
0.2 N(97N70)—W6
g = N(p, 0?) is our approximation and p = N(m, s?)
the pretend posterior. Shown: g = N(0, 22), p =
0.1 N(1, 42).
Your turn: work out KL(q || p). Start with
0
10 5 0 5 10 log q(B) — log p(B).

Your turn: work out KL(g Il p). The log makes the exponentials easy.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

Gaussian KL, step 1: the log ratio

2
log q(0) = —1log(2ma?) — CllD)
207
(6 —m)*
logp(6) = — 1 log(27s”) — 52

Subtract. The 2n terms cancel, and the two log widths combine into log(s/o).
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

Gaussian KL, step 2: average over g

s (0—p)?®  (6-—m)

KL(gllp) = B, [log > — 2% + 0|
o’ 1
ECI[(H_N)z} =0’ = _Tﬂ:_i

Ey[(0 — m)?] = Bg[((6 — ) + (= m))°] = 0* + (n — m)?

s o+ (u—m)* 1
KL(g|lp) = log > -
(g]lp) = log — + 52 >

Together: a width term, the squared shift between the means, and —='2. That is the Gaussian KL.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

A diagonal Gaussian: one bell per coordinate

— p =N(0, 1) — q: axié—aligned
2

d

q(0) = | [N ()5 1y, F)
j=1
d

p(0) = | [N (6); m;, s7)
=

Independent coordinates, so the contours are axis-aligned.
Our network’s g is exactly this, with d = 7.

Your turn: what is KL(g Il p) in d dimensions?

Your turn: what happens to the log of a product?
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

KL between diagonal Gaussians, step by step

q(0) 0j; 1j,07)
log p(0) ZlogN, (0;;m;, ])

L(qllp) = Z KL (N (15, 05) [| N (my, 57))

p=N(0,I): L(q|lp) =

az+u? 1]

1 J _ -
[ 08j T~ 2

M:“

Jj=1

Against a N(O, 1) prior on every coordinate: exactly the KL term in our network’s ELBO, and in every
VAE.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

The same formulas in PyTorch: Bernoulli and categorical

4
@register_kl(Bernoulli, Bernoulli)

def _kl_bernoulli_bernoulli(p, q):
t1l = p.probs x (softplus(-qg.logits) — softplus(-p.logits))
t2 = (1 - p.probs) * (softplus(qg.logits) - softplus(p.logits))
return t1 + t2

@register_kl(Categorical, Categorical)

def _kl_categorical_categorical(p, q):
t = p.probs x (p.logits - g.logits)
return t.sum(-1)

\

softplus(—logit) = —log(probability), so t1 = a log(a/b) and t2 = (1 — a) log((1 — a)/(1 — b)). For a categorical, logits
are log-probabilities: 2 nk (log nk — log p«).

Read them against our formulas: a log(a/b) + (1 — a) log((1 — a)/(1 — b)), and 2« nk log(n«/px). The
same.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

The same formulas in PyTorch: Gaussian and diagonal

4
@register_kl(Normal, Normal)

def _kl _normal_normal(p, q):
var_ratio = (p.scale / qg.scale).pow(2)
tl = ((p.loc - g.loc) / g.scale).pow(2)
return 0.5 x (var_ratio + t1 - 1 - var_ratio.log())

@register_kl(Independent, Independent)
def _kl_independent_independent(p, q):
result = kl_divergence(p.base_dist, q.base_dist)
return _sum_rightmost(result, p.reinterpreted_batch_ndims)

\

Yo(0%/s2 + (u — m)2/s?2 — 1 — log 0?/s2) = log(s/o) + (02 + (u — M)?)/(2s2) — 2. Independent: the one-dimensional KLs,
summed over coordinates.

Expand the Normal line: it is our formula. Independent sums the per-coordinate KLs: the diagonal-
Gaussian rule.
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https://github.com/pytorch/pytorch/blob/main/torch/distributions/kl.py
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=cell-closed-forms

1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH

Use the formula: which Gaussian is closer to p?

» Notebook 2.6

— p - fixed target — 1 === J>

P = N(1742)

substitute KL

¢ =N(0,22)  log2+ 2 — 2 0.35

@ =N(1,32) logs+ %2 — 3 0.07

| KL(g4llp) = 0.35 nats and KL(g,llp) = 0.07. The formula settles the vote.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.6 CLOSED FORMS AND PYTORCH » Notebook 2.6

KL is an area you can watch

— p = N(1, 42) — g = N(0.00, 2.00?) net area = KL(qllp) = 0.35
g log(g/p): purple adds, red subtracts

-10 0 10 -10 0 10

Purple area adds and red area subtracts; the net area is the KL. Drag q, or flip the direction.
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1. PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.7 KL BY SAMPLING » Notebook 2.7

KL is an average: an expectation under p

L(p| q) = Zp ) log g

= Dy {log Zég}

E with x ~ p means: the average value when x is drawn from p.

So KL is an expectation: the average log ratio when x is drawn from p.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.7 KL BY SAMPLING » Notebook 2.7

Two ways to compute an expectation

Eoplf(z)] = ) p(2) f(2)

1 o
E:L‘Np[f(w)] ~2 g Z 17 @)); Ls ~ P
s=1

Draws land on each x in proportion to p(x), so a plain average over draws weights each f(x) by p(x) automatically.

Or draw samples from p and take a plain average. Values that are more probable show up more
often, so the weighting happens by itself.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.7 KL BY SAMPLING » Notebook 2.7

Sample days and watch the average find the KL

days drawn from p (latest 30), with log, p/q average so far: 0.298 bits
11 11 1
0 +1 +1 0 +1 +1 0 +1 -1 -1
° KL = 0.25 bits
111 111 I 025 F=mm e e e = -\ttt T mO.
-1 +1 0 -1 +1 +1 +1 0 0 -1 0
111 11
+1 +1 +1 +1 +1 —1 -1 +1 +1 +1 —1
1,000 days 1 10 100 1,000 10,000

days (log scale)

Draw days from our weather p and average log, p/q: +1 bit on sunny days, 0 on cloudy, =1 on rainy.
The average settles on the KL, 0.25 bits, with no formula needed.
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1 - PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.7 KL BY SAMPLING

No formula needed: estimate KL by sampling

» Notebook 2.7

S
KL(q||p) = Eo~q|logq(8) —logp(8)] =~ % Z  log q(6;) — log p(6:)]

theta
log_qg =

log_p =
est = (1
exact =

q.sample((S,))

q. log_prob(theta)
p.log_prob(theta)
0og_gq - log_p).mean()
kl_divergence(q, p)

exact formula

estimate, S = 10,000

KL(q.llp)
0.069

0.067

Checked on a pair that has a formula: 0.067 from 10,000 draws, against the exact 0.069.
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1. PART 2 - HOW FAR APART ARE TWO DISTRIBUTIONS? - 2.7 KL BY SAMPLING » Notebook 2.7

Watch the estimate settle

— p =N(1, 42) — g = N(0, 22), draws as ticks S =10,000: estimate 0.350

exact 0.349
o- -
0
1) N Y 1 -0.5
-10 0 10 1 10 100 1,000 10,000
0 draws S (log scale)

Add draws from g and watch the running average of log g — log p settle on the exact 0.349.
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1 - PART 3 - FIND THE CLOSEST Q » Notebook

°
Part 3 - Find the closest q
1 - Bayes for a network 2 - Distance and KL 4 - Back to Bayes 5 Implement it

g slides onto p, one gradient step at a time the road through Part 3

C search a grid )—(gradient descenD—(Z-D covariances)
(which direction?)—( reparameterise)—( mixtures )

I

3.1 Searchagrid » 3.2 Gradient descent »
3.3 Covariancein 2-D » 3.4 Mixtures: no formula »
3.5 The reparameterisation trick » 3.6 Which direction of KL? »

Part 3 finds the closest g by gradient descent on KL, with a p we can evaluate: a grid, gradient
descent, covariances, mixtures, the reparameterisation trick, and which direction of KL.
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https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-3-6
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=part-3

1 - PART 3 - FIND THE CLOSEST Q - 3.1 SEARCH A GRID » Notebook 3.1

Six candidates: which qis closest to p?

g = N(O, 22) KL 0.35 g = N(1, 32) KL 0.07 N(4, 12) KL 1.20
-3, 42) KLO.50 g =N(1, 82) KL 0.81 N(2, 52) KL 0.09

| Smallest KL: N(1, 32) at 0.07, then N(2, 52) at 0.09. Could another q do better?
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1 - PART 3 - FIND THE CLOSEST Q - 3.1 SEARCH A GRID » Notebook 3.1

Search a grid of means and widths: hover over it

width o, log scale darker = larger KL — p = N(1, 4?) — g =N(1.0, 4.00?)
KL(qllp) = = 0 nats

=10 0 10

The lightest point is g = p: 2,040 evaluations. For our network’s fourteen numbers a grid needs 40
~ 3 x 10%22. We need to walk downhill instead.
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1 - PART 3 - FIND THE CLOSEST Q - 3.2 GRADIENT DESCENT » Notebook 3.2

Instead of a grid, walk downhill

width o, log scale darker = larger KL ’Lp* — arg min KL(Q¢ H p)
()

Y < ¥ —nVyKL(gy || p)

Gradient descent from N(4, 0.52): the teal
path. About a hundred steps, and the
same recipe works for millions of

parameters.

| From N(4, 0.52) the optimiser walks downhill to p. It needs only gradients, which autograd provides.
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1 - PART 3 - FIND THE CLOSEST Q - 3.2 GRADIENT DESCENT

The same search in code

mu = Parameter(tensor(4.0))
rho = Parameter(tensor(log(0.5)))
opt = Adam([mu, rhol, 1r=0.05)
for step in range(200):
q = Normal(mu, rho.exp())
loss = kl_divergence(q, p)
opt.zero_grad()
loss.backward()
opt.step()

» Notebook 3.2

o = exp(p) > 0 for every p

Rebuild g, score it, differentiate,
update. The notebook runs exactly this
loop and plots the loss, y, o and the
learned curve.

Rebuild g, score it, differentiate, update. The same five lines fit our network in Part 5.
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1 - PART 3 - FIND THE CLOSEST Q - 3.2 GRADIENT DESCENT » Notebook 3.2

Press play: the loss falls as q slides onto p

— p = N(1, 4?) — g = N(1.00, 4.00?) loss = KL(gllp) = 0
2
0.2
1
0.1 /\
0 0 °
-10 -5 0 5 10 0 100 200
0 step

The width gets there first and overshoots a little; the centre slides in by step 100. Then the loss,
KL(gllp), is about 0. Drag the slider to replay any step.
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1 - PART 3 - FIND THE CLOSEST Q - 3.3 COVARIANCE IN 2-D » Notebook 3.3

In two dimensions, ¢ needs a covariance matrix: three families

isotropic: s2I diagonal: diag(s;2, s,2) full: LLT
62 e2
61 91 61
s = 1.00 0.00 s = 1.70 0.00 s = 1.50 0.95
| 0.00 1.00 | 0.00 0.36 | 0.95 0.90
1 number, whatever the dimension 2 numbers; d in d dimensions

3 numbers; d(d + 1)/2 in general

Our network has d = 7 parameters: 1, 7 or 28 numbers. A network with a million weights: 1, a million, or 5 x 10",

Full: the ellipse can tilt. Writing 2 = LLT with L lower-triangular keeps 2 a valid covariance for any L. It
costs d(d + 1)/2 numbers.
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1 - PART 3 - FIND THE CLOSEST Q - 3.3 COVARIANCE IN 2-D » Notebook 3.3

Fit all three to the same tilted target

isotropic KL0.73 diagonal KLO0.51 full KL= 0
s2| - 1 number diag(sq?, s»?) - 2 numbers LLT - 3 numbers
92 e2 92
61 e‘l 91
s _ [ 032 000 s _ [ 081 000 s _ [ 225 090
9 | 0.00 0.32 9 | 0.00 0.20 q | 0.90 0.56

Press play. The full g matches p exactly: KL — 0. The diagonal g cannot tilt; it shrinks to widths 0.90
and 0.45. The isotropic g shrinks to a circle of radius 0.57.
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1 - PART 3 - FIND THE CLOSEST Q - 3.3 COVARIANCE IN 2-D » Notebook 3.3

A g that cannot tilt shrinks instead

q family widths it finds KL(gllp)
target p 1.50 and 0.75, tilted =
isotropic 0.57 and 0.57 0.73
diagonal (mean-field) 0.90 and 0.45 0.51

full 1.50 and 0.75, tilted 0

KL(gllp) charges heavily for g-mass where p is small, off the tilted ridge. So a g that cannot
tilt shrinks: it underestimates the uncertainty. Our network’s g is diagonal; Part 5 shows

what that does to its error bars.

Rather than spill mass off the ridge, a g that cannot tilt shrinks. Mean-field VI underestimates
uncertainty.
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1 - PART 3 - FIND THE CLOSEST Q - 3.4 MIXTURES: NO FORMULA » Notebook 3.4

A mixture of Gaussians: first pick a bump, then draw from it

— p(B): the sum of the two

step 1: pick a bump

bump 1 bump 2 Y2 N(-0.2, 0.42)
probability %2 probability V2 2 N(1, 0.52)

z ~ Categorical(2, 1)

step 2: draw O from bump z l
bump 1: N(-0.2, 0.42)
bump 2: N(1.0, 0.52)
8]z ~N(u,o?)
We see 0. We never see which bump made it p(0) = Z e N (0; px, o7
k

We see 6 but not the bump that made it, so the density adds both bells: p(0) = 2k nk N(6; uk, ok?).
Two bumps, one distribution.
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1 - PART 3 - FIND THE CLOSEST Q - 3.4 MIXTURES: NO FORMULA

Draw from the mixture yourself

» Notebook 3.4

step 1: pick a bump — p(B) = % N(-0.2, 0.42) + % N(1, 0.52)

bump 1: probability V2
N(-0.2, 0.42) - picked 539x

p
bump 2: probability V2
N N(1.0, 0.52) - picked 461 x

step 2: draw O from that bump
latest: bump 1,8 = -0.30

1,000 draws so far 2

Each draw first picks a bump (its colour), then draws 6 from it. Add 10, 100, then 1,000 draws and
watch the histogram fill in the teal density.
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1 - PART 3 - FIND THE CLOSEST Q - 3.4 MIXTURES: NO FORMULA » Notebook 3.4

PyTorch has no formula for this KL. The definition still works.

— p, the PML mixture — g =N(3, 1?)
kl_divergence(q, mixture)
NotImplementedError:
No KL(p || q) is implemented
for p type Normal and

B 5 i 5 g type MixtureSameFamily

No formula exists for a Gaussian against a mixture. But KL(gllp) is an average under g, and averages
can be estimated by sampling, asin 2.7.
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1 - PART 3 - FIND THE CLOSEST Q - 3.4 MIXTURES: NO FORMULA » Notebook 3.4

Now optimise it: the code runs, and q does not move

r g = N(6.08, 0.102?) KL =53
theta = g.sample((5000,))
log_g = q.log_prob(theta)
log_p = p.log _prob(theta) ;

loss = (log_qg - log_p).mean()

opt.zero_grad() 4///\\’”\\\\
loss.backward(); opt.step() ]\

No error, no warning, and q stays at N(6, 0.12): after 400 steps the KL is still about 53. Is this a bug?
Hold that question: Section 3.5 answers it.
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1 - PART 3 - FIND THE CLOSEST Q - 3.5 THE REPARAMETERISATION TRICK » Notebook 3.5

Why g does not move: the gradient stops at a random node

u and o also appear inside log q(0); only that path survives, and it averages to = 0

M, O ] sEmRIE 0 loss
parameters of g Jv log q(B) — log p(B)

-
= — -
-~ —_—
e am oam o e =

blocked: no path back dloss/d6 v
OKL/0u OKL /0o
what autograd gets through sample() 0.0013 —-0.0003
the true gradient —0.063 —-0.375

Only the path through log q(B)’s formula survives, and it averages to zero: 0.0013 and —0.0003
against —0.063 and —0.375. Not a bug: a missing path in the graph.

Graph conventions after Lilian Weng, "From Autoencoder to Beta-VAE", which follows Kingma's NIPS 2015 talk 95/ 152
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1 - PART 3 - FIND THE CLOSEST Q - 3.5 THE REPARAMETERISATION TRICK » Notebook 3.5

The fix: move the randomness into €,and 0 = p + o€

d0/0p = 1,06/0c =¢ Vv

lJ’ o- ~\\\
~
parameters

©=u+os ] loss
deterministic J‘ log q(B) — log p(B)

~~~~~
——————

dloss/a6 v
e ~ N(O, 1): no parameters
00 00
e ~N(0,1), 0 =u+oe 0 = —1.5, 8—,u:1’ 8—0_262—0.75

0 =-1.5,00/0uy =1and db/dc = e = -0.75. The only random node, g, has no parameters, so nothing
blocks the path. In PyTorch this is rsample().

Graph conventions after Lilian Weng, “From Autoencoder to Beta-VAE" 96/ 152
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1 - PART 3 - FIND THE CLOSEST Q - 3.5 THE REPARAMETERISATION TRICK » Notebook 3.5

What a fixed € does when p or o changes

move J from 0 to 1 0: -1.50 —» -0.50 widen o from 2 to 3 0: -1.50 - -2.25
—> /\
oo e O
-6 -3 0 3 6 -6 -3 0 3 6
6 6
00 00
21, L —e=—-0.75
ou 0o

Widen o by 1: the draw moves by € = —0.75, further out on its side. These are the derivatives the
gradient needs.
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1 - PART 3 - FIND THE CLOSEST Q - 3.5 THE REPARAMETERISATION TRICK » Notebook 3.5

Side by side: where the randomness lives

with sample()
P[ loss ]

with rsample()

L r[ loss J

~ -
-~ -
o am omm owm w=

-

-— -

L -
O a am m am e e =

dloss/d0 v

':J deterministic node O stochastic node —P forward: compute - =9 backward: gradient X blocked

With rsample(), the randomness enters as a parameter-free input € and 6 = p + oe is deterministic:
the gradient flows from the loss to p and o. Same distribution, different graph.

Graph conventions after Lilian Weng, “From Autoencoder to Beta-VAE" 98 /152
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1 - PART 3 - FIND THE CLOSEST Q - 3.5 THE REPARAMETERISATION TRICK » Notebook 3.5

Change one word: rsample() fits the mixture

r q = N(0.43, 0.722) KL = 0.056

# one word changed

theta = q.rsample((5000,))

log_q = qg.log_prob(theta)

log_p = p.log_prob(theta) P

loss = (log_g - log_p).mean()

opt.zero_grad()

loss.backward(); opt.step() 2 D) 0 ) 4 . 3
\ 5

g settles at N(0.43, 0.722), KL = 0.056: the best single Gaussian for this mixture. No formula was
needed.
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1 - PART 3 - FIND THE CLOSESTQ - 3.6 WHICH DIRECTION OF KL? » Notebook 3.6

The price: reverse KL picks one bump

teal: the target p, fixed, with two bumps - purple: q, one Gaussian; we learn its mean and
width

KL(pllq) 0.72 KL(gllp), start left 0.36 KL(qgllp), start right 1.20

KL(p Il g) spreads g over both bumps. KL(g Il p) locks onto the bump nearer its start, and reports it
confidently. Why?
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1 - PART 3 - FIND THE CLOSESTQ - 3.6 WHICH DIRECTION OF KL? » Notebook 3.6

Why: reverse KL charges g for mass where p is empty

q stretched across both bumps q on the left bump

VAN

forward cost, p log(p/q): total 0.72 forward cost, p log(p/q): total 9.0/ \
2 0 2 4

/\ A~

4 -2 0 2 4 4 -

KL(p| q) = /p(@) log I% do large where p is big and ¢ =~ 0
q

Forward KL averages under p. Now the danger is the other way round: a g on one bump puts
almost nothing where p has its second bump, and pays 9.0. Spreading out costs only 0.72.
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1. PART 3 - FIND THE CLOSEST Q - 3.6 WHICH DIRECTION OF KL? » Notebook 3.6

What to learn: the direction decides what q is punished for

forward: KL(p Il q) reverse: KL(q Il p)
averages over p, the target g, our approximation
punishes g for missing mass where p has it putting mass where p has none
so g tends to cover every bump, and spread hug one bump, and be too narrow
needs samples from p samples from g, and p up to a constant
used in classification, distillation variational inference

The lesson: VI uses reverse KL, so a VI posterior can miss modes and be overconfident.
Richer families (1.5.3) or MCMC help check it.

The direction decides what g is punished for. VI must use reverse KL, because it averages under g,
which we can sample. The price: VI tends to be overconfident and can miss modes.
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1 - PART 4 - BACK TO BAYES: THE ELBO » Notebook

Part 4 - Back to Bayes: the ELBO
1 - Bayes for a network 2 - Distance and KL 3 - Find the closest g 5 Implement it

log p(D): one fixed number, the log evidence

ELBO: we can compute it KL: unknown, = 0

raise the ELBO, and the KL to the posterior must fall

4.1 Deriving the ELBO » 4.2 Checkingitonacoin »

Part 4 returns to the real posterior, which we cannot evaluate. Four small steps turn KL to the
posterior into the ELBO, which we can.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

Back to Bayes: what we wanted

easy easy

—— A~
p(D | 0) p(6)

p(D)
——
1014 grid points

p(0 | D) =

VI: choose g (0), then ¢* = arg Irgn KL(q,(9) || p(6 | D))

VlI's plan from Section 1.5.3: choose a g we control and make it as close as possible to the posterior,
measured by KL(q Il posterior).
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

Where we are: the tools, and the one missing piece

part what it gave us

1 - Bayes for a network the target, the posterior, and an evidence we cannot compute

2 - Distance and KL a number for how far g is from p

3 - Find the closest g gradient descent on KL: rsample, mixtures, covariances, with p known
4 - now the same, with p the posterior: without ever computing p(2)

Parts 2 and 3 built the tools, always with a p we could evaluate. Now p is the posterior, which we
cannot evaluate. That is where we are.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

Back to Bayes: minimise KL to the posterior directly?

KL (g(60) || p(8 | D)) = Egq[log gy (6) — logp(6 | D)]

the loss needs available?

draws B ~ g yes: rsample, asin 3.5

log q,(0) yes

logp(6 | D) no: it needs p(2), the integral of 1.4

Everything is available except log p(6 | D), which needs the evidence p(D): the integral we cannot
do. Four small steps get rid of it.

A careful written derivation: Gregory Gundersen, “The ELBO in Variational Inference v 106/ 152
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

Step 1: Bayes' rule, in logs

p(D | 0)p(0)
p(D)

logp(6 | D) = logp(D | 6) + log p(f) — log p(D)

p(0 | D) =

Rule: log(a-b/c)=loga+logb -logc.

Look at the last term: log p(D) has no 6 in it. Whatever O is, it is the same number, fixed by

our model and our data.

The last term does not contain 0: it is one fixed number. Remember that; it does the work in step 3.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO

Step 2a: the KL we want, piece by piece

KL(q[| p(0 | D)) = Egnq[ loga(6) — logp(8 | D)]

Egq [ logq(6) — log (0 | Dz }
ours: computable needs p(D): I:(;Z computable

Eg.gl - 1 means: draw B from g, evaluate what is in the bracket, average over the draws.

Two pieces. log g is ours: we chose ¢, so we can evaluate it. The log posterior is the problem: it

needs the evidence. Step 1 splits it.

» Notebook 4.1
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

Step 2b: swap in step 1’s three pieces
logp(6 | D) = logp(D | 6) + log p(f) — log p(D)

KL = Eq{ log q(0) — ( logp(D | 0) + log p(8) — log p(D) ) }

colour term what it is

purple log q(0) our approximation
orange logp(D | 0) the likelihood
green log p(6) the prior

blue log p(D) the evidence

From here on each piece keeps its colour, so you can follow it to the end of step 4.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

Step 2c: open the bracket, one sign at a time

—(a+b—c)=—-a—-b+c
~(5+3-2)=-6 and —5-3+2=-6

KL = E,| log¢(8) — logp(D | 8) — log p(8) + log p(D) |

Apply it: the likelihood and the prior now enter with minus signs, and the evidence with a plus.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

Step 2, done: four terms inside one average

KL (q||p(6 | D)) = E,[ log g(6) —logp(D | 6) ~ logp() +logp(D) ]

~~ S—— ~~
ours likelihood prior evidence
term changes with 6? can we compute it?
log q(6) yes yes: we chose ¢
logp(D | 0) yes yes: run the network on the data
log p(6) yes yes: the prior is our choice
log p(D) no: one number no: the integral of 1.4

Three change with 8 and are computable. The blue one, log p(D), is not computable, but it has no 6
in it: the same number for every draw. Step 3 uses exactly that.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

Step 3: a constant comes out of an average

Eq|f(0) +c] =Eq|f(0)] +c when ¢ does not depend on 6

three draws their average
f(0) 2,4,6 4
f(0) + 10 12,14,16 14=4+10

KL(q||p(8 | D)) = Eq[logq(8) —logp(D | 6) — log p(8)] + log p(D)

log p(D) is such a constant: step 1 showed it has no B. So it leaves the average.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO

Step 4: rearrange, and name the part we can compute

» Notebook 4.1

KL(q||p(8 | D)) = —E;[logp(D | 6) +logp(6) — log q()| + log p(D)

logp(D) =E,

logp(D) = E,

\ &

:logp(D | 0) + log p(0) — log 9(9):

:logp(D | 0) + logp(0) — log Q(e):

J

ELBO(q)

+KL(q| p(¢ | D))

+KL(q| p(¢ | D))

Give the average a name: the ELBO, the evidence lower bound. Every term in it is computable:
draws from ¢, the likelihood, the prior and log g. No p(2D) anywhere.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

One fixed number = what we can compute + what we cannot

log p(D) = ELBO(q) + KL(q | p(¢ | D))

N N ~/

fixed computable unknown, but >0

piece what it is changes with q?

the log evidence: the data’s probability, averaged

no: fixed
over every 0

log p(D)

ELBO(q) average under g of log likelihood + log prior —log g  yes; computable

yes; = 0, and 0 only at the

the KL how far g is from the posterior .
posterior

The KL is the part we want small. We cannot compute it, but we know one thing about it: it is never
negative.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

The ELBO is a lower bound: it sits below log p(D)

bigger log p(D) = ELBO(q) + KL (q | p(6 | D))
i log p(D) = -21.40: the ceiling KL >0 i ELBO(q) < logp(D)
s gap = KL= 0.62 ::(g)) it is the log of ...

the coin: discrete a probability: never
-_— -21.40
ELBO = -22.02 data above 0
_ our network: a density: either
: -1.43 :
continuous data sign

“Lower bound” says nothing about signs: a probability is at most 1, but a density can exceed it (log
P(D | Bp) = +12.2). Only the order is guaranteed.

1157152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-4-1

1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

Raise the ELBO, and the KL falls by exactly as much

ELBO —-22.02
g = Beta(10, 10) o ?
|

KL 0.62 |

ELBO —21.45 :

q = Beta(30, 20) N
L—1 kL 0.05

ELBO —21.40 1

q = Beta(22, 16) ®

max ELBO(q) <= min KL(q| p(¢ | D))
q q

So maximising the ELBO, which we can compute, minimises the KL to the posterior, which we
cannot. At the best g the gap is 0.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.1 DERIVING THE ELBO » Notebook 4.1

The ELBO in two terms: fit the data, stay near the prior

ELBO(q) = E,[logp(D | 0) + log p(d) — log g()]
=E,|logp(D | 6)] + E,|logp(d) — log q(6)]

= E, logp(D | 9)1 - E{L(Q(e) Hp(e)),

Vs VYV

fit the data stay near the prior

The rest is minus a KL, from g to the prior. Fit the data, but stay near the prior. For our network the
second term is the diagonal-Gaussian formula of 2.6; the first needs samples.
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1 - PART 4 - BACK TO BAYES: THE ELBO - 4.2 CHECKING IT ON A COIN » Notebook 4.2

Check the identity where p(2) is known: a coin

— posterior Beta(22, 16) — g = Beta(10.0, 10.0) One fixed total
log p(D) = -21.397
gap = KL=0.623
1
® ®
-25 -24 -23 -22 -21
ELBO =-22.020
0) 0.25 0.5 0.75 1

—22.020 + 0.623 = -21.397

r, chance of heads

A coin with a Beta(5, 3) prior and 17 heads in 30 tosses has an exact posterior and an exact p(D).
Drag q: the ELBO and the KL trade off, and their sum never changes.
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1 - PART S - IMPLEMENT IT » Notebook

Part 5 - Implement it

1 - Bayes for a network 2 - Distance and KL 3 - Find the closest g 4 - Back to Bayes 5 . Implement it

the network’s predictions, with error bars

g = Normal(mu, rho.exp())

theta = qg.rsample()

elbo = log_lik(theta) + log_prior(theta) —> °
- . log_prob(theta).sum()

(—elbo).backward(); opt.step()

5.1 Vlfor the tiny network » 5.2 Wrap-up »

Part 5 puts it in code: VI for our network, in a few lines of PyTorch, and its predictions with error bars
against the MCMC reference.

1197152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-5-1
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=sec-5-2
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=part-5

1 - PART S5 - IMPLEMENT IT - 5.1 VI FOR THE TINY NETWORK » Notebook 5.1

The ELBO for our network, in code

mu = Parameter(0.5 * randn(7)) # 7 means

rho = Parameter(full((7,), log(0.1))) # 7 log-widths

q = Normal(mu, rho.exp()) # one bell per parameter
theta = q.rsample((16,)) # 16 sampled networks
log_lik = log_likelihood(theta).mean() # forward pass
kl = kl_divergence(q, prior).sum() # closed form
#

loss = —(log_lik - k1) minus the ELBO

\

Adam, learning rate 0.02, 4,000 steps; best of five random starts. No p(2D) anywhere.

| Every line is computable: rsample, a forward pass and a formula. Never p(D).
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1 - PART S5 - IMPLEMENT IT - 5.1 VI FOR THE TINY NETWORK » Notebook 5.1

Press play: q learns the network

— J's predictive: mean + 2 sd ELBO =-7.19
2 0 ooomomrmmm oo 9P = o143
[ ) — ~= @
O
0 -20
o
—)
-40
-2 —1 0 1 2 0 2000 4000

X step

The ELBO climbs from —1,235 to about —7.2 and the band settles onto the data. It stays below log
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1 - PART S5 - IMPLEMENT IT - 5.1 VI FOR THE TINY NETWORK » Notebook 5.1

What q learned: one hidden unit switched off

W4 Wso b1 b2 V4 Vo C
o _l N
-2 0 2 -2 0 2 -2 0 2 -2 0 2 -2 0 2 -2 0 2 -2 0 2

vy = 0.01 with width 0.035: the first hidden unit is switched off, and its wy and b fall back
to the prior.

VI switched the first hidden unit off. Mean-field VI often prunes units like this: every parameter kept
away from the prior costs KL.

1227152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=cell-bnn-vi

1 - PART S5 - IMPLEMENT IT - 5.1 VI FOR THE TINY NETWORK » Notebook 5.1

Mean-field VI, and full-covariance VI

7
o — A . 2
mean-field: q(0) = HN(HJ, [, 075)
diagonal q (mean-field) full-covariance q j=1
One independent bell per parameter: the diagonal family
of 3.3.7 + 7 = 14 numbers.
. . . T
full covariance: g(0) = N'(u, LL ")
One tilted bell in R”: 7 + 28 = 35 numbers; d(d + 1)/2 in
KLO.51 KL~ 0 general.

Full g: correlation —=0.76 between w, and v,; ELBO -7.18
— —-6.32.

Starting from the mean-field answer, it learns that a steeper w, goes with a smaller v,, and the ELBO
rises by 0.86 nats: the KL to the posterior falls by exactly that much.
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1 - PART S5 - IMPLEMENT IT - 5.1 VI FOR THE TINY NETWORK » Notebook 5.1

Against the reference: the right curve, bands still too narrow

— reference (MCMC) ==- full-covariance VI
sd at sd at
2 e -2.5 2.5
mean-field -7.18 0.110 0.110
full covariance -6.32 0.117 0.120
MCMC log p(D) =
reference -1.43 B2 Diilee

Full covariance helps a little. The rest of the gap is the family: the posterior has several modes (swap
the hidden units, flip signs), and one Gaussian sits on one.
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1 - PART S5 - IMPLEMENTIT - 5.2 WRAP-UP » Notebook 5.2

Six obstacles, six tools

obstacle tool where
p(D) is an impossible integral approximate the posterior with g 1.4-1.5
“close” needs a number KL(g Il p) 2.1-2.4
a grid cannot search 14 numbers gradient descent 3.1-3.2
no formula for the average Monte Carlo 2.5 34
no gradient through a draw O = u + og, rsample() 3.5

KL to the posterior needs p(D) maximise the ELBO 4.1

Every obstacle today earned a tool, and our network used them all. In Lecture 2 a VAE does the
same with one g per image.
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1 - PART S5 - IMPLEMENTIT - 5.2 WRAP-UP » Notebook 5.2

Generative models create this inference problem again

A hidden description can generate an observation.

Next: learn representations for images, then ask whether they can generate new ones.

Lecture 2 builds autoencoders, then returns to VI with an encoder that outputs g for each image:
the VAE.
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

By hand: two runs of this course, two grade distributions

B lastyear, g @ this year, p Appendix: KL by hand. A second

50% 50% route to the same formula

Grades in last year's run (g) and this

year's (p).

A: 10% — 40%. B: 40% — 10%. C:
C

50% both years.

40% 40%
10% I I 10%

Four times as many A's, a quarter as many B’s, the same share of C's.

KL intuition after ritvikmath, “The KL Divergence: Data Science Basics” (YouTube)
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION

Compare grade by grade: ratios

ratio,p/ q
grade p q p/q B C A
o o o
A 0.4 0.1 4 0 1 2 3 4
B 0.1 0.4 Va
Average the ratios? (4 + Y4+ 1)/ 3 =1.75.
C 0.5 0.5 1

ldentical years would give 1, not 0, and x4 sits
3 above 1 while +4 sits only 0.75 below.

Averaging raw ratios is lopsided: a fourfold rise counts four times as much as a fourfold fall.

KL intuition after ritvikmath, “The KL Divergence: Data Science Basics” (YouTube)
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION

What should a ratio count for? Find the function

We want a function f of the ratio r with:

fr) () 1) f(4)  f(2)+f(2)
f1)=0 r—1 =075 0 3 243X
f(4) = +y, f(3) =~y r—1 375 0 375 32375X
logr  —-1.39 0 139 1.39=139¢

The logarithm passes every test: log 4 = 1.39,log ¥4 = -=1.39,and log 2 + log 2 = log 4.

KL intuition after ritvikmath, “The KL Divergence: Data Science Basics” (YouTube) 129 /152
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

Weight each grade by this year’s share: that is KL

p(x) x log ratio, and their sum

plain average: 3 (1.39 — 1.39 + 0) = 0

0.55 0.42 weighted: 0.4(1.39) + 0.1(—1.39)

__ oo +0.5(0) = 0.42

-0.14

L(p| q) = Zp ) log g

That weighted average of log ratios is the Kullback-Leibler divergence of p from g.

KL intuition after ritvikmath, “The KL Divergence: Data Science Basics” (YouTube) 130/ 152



https://www.youtube.com/watch?v=q0AkK8aYbLY
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=cell-grades

1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

The unit: nats, or bits

KL(p|lq) = Zp(a:) In 2 = 0.42 nats

Zp log2 p(2) = 0.60 bits
q(z)

Read 0.42 nats as %42 =~ 1.5: on average, a grade from this year is 1.5 times more
probable under this year’s distribution than under last year's.

0.42 nats means a typical this-year grade is about 1.5 times more probable under this year’s
distribution than under last year's.
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

Swap the reference year: a different number

@ last year, g @ this year, p
49% 50% 50% KL(this || last) = 0.64
Jeoy Jeoy KL(last || this) = 0.30
. . Which distribution comes first
1% matters: KL is not symmetric.
A B C

Measured from last year instead: 0.30 nats. Changing the reference changes the answer: KL is not
symmetric.
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

Why the reference matters

KL(this Il last): weights from this year KL(last Il this): weights from last year
0.80
0.64
0.33 0.30
H - I
] ~0.03
-0.17
A B C total A B C total

The first distribution supplies the weights, so it decides which changes count.

From last year’s view A was rare, so its change barely counts (-0.03); the drop in B dominates
instead.

1337152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=cell-grades

1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

Sample grades and watch the average find the KL

grades drawn from this year’s p (latest 30) average of 1,000 log ratios: 0.420

\ ( \ ( \ ( \ ( \ ( \ ( \ ( \ (

cllallallclellallclls]llc]| c!

J \\ J \. J \ J \\ J \\ J \. J \ J \

exact KL 0.416

' \
\. J J \ J \\ J J \\ \ J \\ J \\ J
( N[ AW 4 N ( N[ N[ N [ N N ( N[ ) 0.5
\ J/

A: log ratio +1.39 411 draws, 41%
B: log ratio —1.39 108 draws, 11%
C: log ratio +0.00 481 draws, 48% 1 10 100 1,000 10,000

draws S (log scale)

Draw grades from this year’s distribution and average their log ratios. The counts approach 40%,
10%, 50%, and the average approaches the exact 0.42.
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION

A KL estimator that is never negative

v,
r:&,é’wq: —logr
q(0) ——
plain
draws S plain: spread plain: negative
5 0.299 34%
10 0.219 24%
100 0.072 0%
1000 0.023 0%

When can the better estimator be worse?

After Jia-Bin Huang and John Schulman, "Approximating KL divergence”

VS r—1—logr

>0 for every draw

r—1-logr: spread
0.154
0.119
0.039

0.013

» Notebook

negative
0%
0%
0%

0%

1357152


https://www.youtube.com/watch?v=tXE23653JrU
http://joschu.net/blog/kl-approx.html
https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=cell-estimators

1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

Sampling from the prior: a few lucky draws carry everything

estimate of log p(D): four seeds

i % = =

1 S
p(D) ~= § ZP(D ‘ 03)

20 I
’ 0s ~ p(6)
40 ]
/ Ten draws: off by about 1,000 nats. Ten
e - 108 or million: about 103 draws carry the

prior draws S estimate, —1.43.

Almost every prior draw explains the data terribly. Seven parameters just about work; more
parameters or more data make it hopeless.
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

A KL value is how fast evidence piles up

typical p(D]0.8)/ p(D | 0.5)

1000 . KL (Bern(0.8) || Bern(0.5)) ~ 0.19 nats
1o p(D | 0.8) ~ 0197
10x 6.9x‘ p(D ‘ 05)
1 / The reverse direction, KL(0.5110.8) = 0.22, is a different
"0 10 20 30 number.

tosses of the 0.8 coin

About eM30 x 0.19) = 325. KL is the rate at which evidence piles up: 6.9x after 10 tosses, 325x
after 30.
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

A sensor has an unknown constant bias

0 ~N(0,1), v |6~N(,05%

p(D, ) = p(6) Hp(yz- | 6)

mfx Eq, (6) log p(D, 0) — log q,(0)]

Maximise the ELBO over g's parameters. The same tools apply.
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION

» Notebook

More samples, tighter estimates

v 02
(qv)
=
—1
V
© 0.0
O
&
£
S -0.2

o %

N °o o exact KL
%OUOQ? ;ig‘ 0 ®o® % ARG ——
10 100 1,000 10,000

Monte Carlo draws S

Forty repeats at each sample size. The spread shrinks like 1//S; the exact value never moves.
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

A check with an answer key: the Beta coin

— known posterior --- g - step 600
density
6
3
0
0 0.5 1

r - chance of heads

After 600 steps: Beta(22.4, 16.2), with KL = 0.0002 to the true posterior.
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

One literal update of the mean

— 1)2
o = 2 fixed : L(p) = const + G - )
oL pu—1
s E S _0.0625 at =0
o 16 s

pt =0—4(-0.0625) = 0.25: KL 0.349 — 0.336

Take one step with n = 4. What is the best KL with o stuck at 27
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

KL 2 0 by Jensen'’s inequality

KL(q||p) = —E, llog Z{;Eg;]

= —logl =0

What makes the final expectation one?
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

Five draws can give a negative KL estimate

6, log q(6,) — log p(6,)
5.623 ~0.232

0.120 0.269

~5.536 ~0.751

2.705 0.217

~2.254 0.030

KL; ~ —0.093, KL(q||p) ~ 0.069

Does this contradict KL > 07?
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION

The two PML candidates, scored by Monte Carlo

candidate MC estimate = 1 s.e. numerical integral
N(3, 12) 9.54 = 0.03 9.49
N(3, 4.52) 45.02 = 0.21 45.15

» Notebook

The narrow candidate scores far better. Both sit away from the mixture’s mass, so both are

poor.

What role does the numerical integral play?
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION

A fixed-noise finite difference checks the path

4

q = Normal(mu, sigma)
theta = qg.rsample((S,))
loss = (g.log_prob(theta) - p.log_prob(theta)).mean()

derivative autograd finite difference
u —-0.062466 —-0.062466
o —-0.372223 —-0.372223

What must stay fixed on both sides of the finite difference?

» Notebook

1457152


https://colab.research.google.com/github/nipunbatra/generative/blob/main/lectures/lecture1/lecture1-variational-inference.ipynb#scrollTo=cell-rsample-check

1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

Pathwise gradients are one route, not the only one

Vg, [fp(0)] = Eq, [fy(0)Vy log gy (0) + Vi £4(0))

A score-function estimator accounts explicitly for the changing sampling distribution.

Does this identity require 6 = y + og?
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

A noisy ELBO estimate can cross the evidence

i

® 214t ———=—cm= ~ ~

i .

-lq_)J ’\/’/

g -21.6" sampled ELBO

& SJ# analytic ELBO

~ c

O -—-- log evidence

@ -22.0 | | | | | |
- 0 100 200 300 400 500 600

optimiser step

162 of 600 sampled estimates lie above the known evidence in this run.

Which object remains a lower bound?
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

A higher ELBO does not prove a zero gap

ELBO(gnew) > ELBO(qo1q)

The family may not contain the posterior, and optimisation may stop short.

Does a stable loss establish g = p(6 | D)?
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1 - OPTIONAL DEPTH - OPTIONAL EXTENSION » Notebook

Check the fixed total with three Beta candidates

— known posterior === g - Beta(22,16)
density
6
3
0
0 0.5 1
r - chance of heads
log p(D) =~ -21.397
FLBO =~ -21.397
@
—22.2 | —21.2 nats
gap=KL=0

What happens at the exact posterior?
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A mean must say which dimension it averages

object shape correct reduction

S scalar Beta draws [S] mean over S

S d-dimensional joint log densities [S] mean over S

S factorised coordinate log densities [S, d] sum over d, then mean over S

MultivariateNormal.log_prob already sums the event dimension. Do not sum the sample
axis as well.

What goes wrong if you sum over S before averaging?
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An ordered sequence and a count have different evidence

p(H=17|r) = (?(7)) P17(1 — )13

observed object log evidence
one ordered sequence -21.397
only the head count —-2.796

Does this constant change the posterior or its KL gap?
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Check the sampled objective with analytic Beta moments

E4|log r] = digamma(a) — digamma(a + b)

Eqlog(1l — )] = digamma(b) — digamma(a + b)

Insert these into expected log likelihood + expected log prior — expected log g.

How was the identity checked non-circularly?
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