PROBABILITY AND STATISTICS

Joint distributions

QUICK REFERENCE

A table or a density gives every pair of values a chance; marginals and conditionals are read from it.

THE QUESTION THE INTUITION

How do we describe two
random variables together,
and what does knowing one
tell us about the other?

it to condition.

The joint distribution gives a chance to
every pair (z,y): a table for counts, a
density surface for measurements. Add
out one variable to get the other's
distribution; keep one row and rescale

KEY TAKEAWAY

px(@) =2 p(@,y).ply | ©) =
p(z,y)/px(x). Independent:
p(z,y) = px(z)py (y) in every
cell. For densities, probability
is volume.

jointp(x,y) 5 addarow:p(x) 5 addacolumn:p(y) 5 row/itstotal: p(y|x) 5 producttest  density: volume

A joint PMF gives every pair a chance

Y=0 Ve dq Y =2 p(x)

X=2 0.05 0.10 0.40

X = items bought
Y = bags used

(illustrative shop)

nine cells add to 1

X=3 0.00 | 0.85 0.26 BN
p(y) 0.25 0.45 0.30 1 eellmms e D R

p(z,y) = P(X = z,Y = y), the chance that both
happen. Cells are at least 0 and add to 1. A row sum
is the marginal p(z) = Zyp(w,y) and a column sum
is py(y) = >__p(z,y); the name comes from writing
them in the margins. An event is a set of cells: at
least one bag per item (Y > X) has chance 0.15 +
0.05 4 0.10 = 0.30.

@ Conditioning keeps one row and rescales it

given X =1 row / 0.40 givenX=2 row / 0.40 givenX=3 row / 0.20

5/8 3/4
1/2 3/8
1/8 1/8 1/4 1/4
0 1 2 0 1 2 0 1 2
A nean 0.625 Anean 1.125 mean 1.75 A

Given X = z, only that row can happen, so divide it
by its total: p(y | ) = p(x,y)/px(x) adds to 1. Read
backwards, it is the multiplication rule p(z,y) =
px()p(y | z). Buyers of 3 items use 2 bags with
chance 0.15/0.20 = 3/4, and E[Y | X = z] rises from
0.625 to 1.75 bags. Columns work alike: p(x | Y =

2) = (1/6,1/3,1/2).

@ Independent means every cell is a product

actual p(x, y) shop table p(x) ply)
y=0 y=1 y=2 y=0 y=1 y=2

x=1 0.05 x=1 0.18 | CLir
x=2 0.5 0.10 x=2 | 0.10 0.12

0.20 vs 0.40 x 0.25 = 0.10 everyrowinratio5:9:6

same margins

Independent: p(z,y) = px(z)py (y) in every cell, so
p(y | ) = py (y) and all rows share one ratio. One
failing cell proves dependence; a zero cell with
positive margins fails at once. The right table has the
shop's margins but another joint, so margins alone
do not fix the joint. Two fair dice pass: each of the 36
cellsis 1/6 x 1/6.
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The min and max of two dice are
dependent

rows X = min, columns Y = max
1 2 3 4 5

o

! wo s
diagonal 1, above 2

2 0 1 - - - 2 9 ! !

3 ) 0 1 > > 7 below 0 (min > max)

4 0 0 ) 2 [ 2 5 right: PMF of min

5 8 0 0 0 1 2 3 bottom: PMF of max

6 0 0 0 0 0 1 1 max given min = 4:
1 3 5 7 9 11 36 1/5, 2/5, 2/5

X is the smaller face of two dice and Y the larger. Of
the 36 outcomes, a double puts 1/36 on the
diagonal, two orders put 2/36 above it, and none fall
below, so X and Y are dependent. The bottom
totals 1, 3, ..., 11 are the max's PMF (the random
variables sheet). Given min = 4, therow 1, 2, 2
rescalesto 1/5,2/5,2/5.

A function of the pair adds the cells that
give each value

y=1 y=2 P(X +Y = s): add same-colour cells

y=0
0.30

colour = value of x + v

For S =¢(X,Y), P(S = s) adds p(z, y) over the cells
with g(z,y) = s. An average needs no new PMF:
Elg(X,Y)] = > g(z,y)p(z,y),s0 E[X + Y] =2.85 =
1.8+ 1.05. E[XY] = 2.2, but E[X]E[Y] = 1.89; the
gap, 0.31, is the covariance (the covariance and
correlation sheet).

s=1 s=2 s=3 s=4 s=5

@ Simulate pairs, then count them

rng = np.random.default_rng(0)

d = rng.integers(1, 7, size=(160_0060, 2))
1o, hi = d.min(axis=1), d.max(axis=1)

t = pd.crosstab(lo, hi, normalize=True)
t.loc[4, 4], t.locl[4, 6] # 0.0278, 0.055
t.sum(axis=0) # max: 0.027, ..., 0.305

normalize=True turns counts into shares, near 1/36 =
0.0278 and 2/36 = 0.0556; column sums estimate the
max's PMF. For measured pairs, np.histogram2d(x,
y, bins) counts in bins.
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PROBABILITY AND STATISTICS - JOINT DENSITIES

Joint densities: probability is volume

For measured pairs, integrals replace sums, and a region's probability is the volume above it.

Probability is the volume under f(z,y) Independent densities multiply, and so do
i.i.d. draws

top view

x+y>2 if‘§722 X 3 _/\ Fxe0 two i.i.d. N(0, 1) draws
£(0.2) = 0.3910
x: 8 to 2 - f(0.4) = 0.3683
’ y n joint: product = 0.1440
logs add:
P((X,Y) € A) = [[, f(z,y) dzdy, the volume above . -0.939 + (-0.999)
A. f > 0 with total volume 1; f can exceed 1, and a 3 I ) = 1938
line has probability 0. Uniform on [0,2]%: f = 1/4, Independence: f(z,y) = fx(:v)fy(y) forall z,y. The
one over e [Beme area. Fora +y < 2: square's 1/4 = 1/2 x 1/2; the triangle's support is
f f2 Y1/4dzdy = f (2—y)/4dy = 1/2. not a rectangle, so its min and max are dependent. n

i.i.d. draws have joint density [ f(z;) and log
density > log f(x;). For 1,000 normal draws (seed

0) the log is —1397.1 while the product underflows to
0.0, one reason libraries return log_prob.

A dart lands in the inscribed circle with
chance 7/4

X = np.array([0.2, 0.4]) # i.i.d. N(O, 1)
logf = -x*¥%2 / 2 - 0.5 * np.log(2 * np.pi)

circle: pi/4 = 0 785 (sim 0.790)

= logf.sum()
0.5 0 MWN o s, np.exp(s) # -1.938, 0.144
triangle: 1/2 (sim 0.495)
1,500 of me'wo 000 points 10 100 1,000 10,000
With a flat density a region's chance is its area over A 2D histogram shows that nearby pixels
4. The circle that just fits has area 7: chance 7/4 = depend
785%. Of 1 0'000 uniform pOintS (Seed 0)' 0'790 Iand 8 x 8 images pixel and its right neighbour pixel and a different image's

inside (7 ~ 3.16) and 0.495 below the diagonal; the
error shrinks like 1//n (the sums, LLN and CLT

sheet). .

0 pixel 15 0 pixel 15

@ Integrate one variable out to get a marginal . '... L

£X(x) = (2 - x)/2 £Y(Y) = y/2 within 1 grey level: 67% within 1 grey level: 27%
'\.\ /./' An 8 x 8 grey image is one draw of 64 jointly
VB X 29 . ‘ \'x'/./ distributed pixels. In 2,000 made-up blob images
’ T T~ (grey 0 to 15, seed 0), a 2D histogram of each pixel
o — . and its right neighbour is a diagonal band: 67% of
3 memh @ 0 1 2 pairs are within 1 level. A pixel and the same spot in
Ix(z) = [ f(z,y) dy adds a row, continuously. The another image: 27%, near the 26% the product of
min and max of two Uniform(0, 2) draws fill the the margins predicts. Pixels drawn from their own
trlangle 0< z <y < 2with f =1/2, one over its area. marginals would give speckle, not blobs.

So fx(z) = [’ 1/2dy—( —xz)/2and fy(y) = y/2,
the dlce s11,...,1Tand 1, ..., 11 as densities (dots:
20,000 draws (y | @) = 1/(2 — ) is flaton [z, 2].

Pause and think

X,Y each 0 or 1 with chance 1/2.  Independent Bernoulli(0.3) an Uniform on [0,2]*: P(X < 1,Y < 1),
Can P(X =Y) be 1? Yes: 0.5 on Bernoulli(0.5): P(X +Y =1)? 0 3. P(X =Y)?1/4 (simulated 0.242); 0,
(0,0) and (1,1). 0.5+ 0.7-0.5 =0.5. a line has no area.

A constant density on a disc of Every cell is a product. What is Independent implies uncorrelated.
radius 1: its height? 1/7 ~ 0.318, p(y | £)? py (y): knowing = changes  The reverse? No: Y = X? (the

one over the area. nothing. covariance and correlation sheet).

p(x) = Z_y p(x, y) - ply | x) = p(x, y) / p(x) - independent: p(x, y) = p(x) p(y) in every cell - P(A) = volume over A

Source: the course notebooks "Distributions in 2D", "Independent and identically distributed (i.i.d)" (two (0, 1) draws at 0.2 and 0.4) and "Images
(joint distribution)", and the slides "Integration of joint PDF in a region" (uniform on [0,2]%, P(X + Y < 2) = 1/2), nipunbatra.github.io/psdv-teaching.
The shop table, dice, triangle and blob images are our own; all numbers come from the sheet's figure script (seed 0). Next: the covariance,
correlation and bivariate normal sheet.
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